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Classification is a fundamental task of intelligent computing. It is an essential feature to separate large
datasets into classes for the purpose of rule generation, decision making, pattern recognition, dimensionality
reduction and data mining etc. This paper presents an extensive survey of literature on applying classification
in different problem domains and provides an analysis of some of the popular classification methods
according to the performance based on domains. The goal of this survey is to provide a comprehensive
analytical review of classification methodologies.

INTRODUCTION
Classification is an integral part of intelligent computing and a wide range of human

activities. At its broadest, the term could cover any context in which some decision or forecast is
made on the basis of currently available information. A classification procedure is the formal
method for repeatedly making such judgments in new or sometimes called testing situations.
With the expansion of multimedia devices, internet technologies, storage capacities and
applications of computers in day-to-day problems; the size of databases has increased
voluminously. With large amount of available data, it becomes a common and essential
requirement to classify databases frequently. Classification provides an easy reducibility of large
datasets into small one and are a vital component of data mining. Data mining is a
multidisciplinary joint effort from databases, machine learning and statistics and is championing
in turning the mountains of data into nuggets (Mitra et al., 2002).

Classification can be made in two distinct ways. We may be given a set of observations with
the aim of establishing the existence of classes in the data without any prior knowledge of classes
in it or we may know for certain that there are so many classes and the aim is to establish a rule,
whereby we can classify a new observation into one of the existing classes. The former type is
known as unsupervised learning (or clustering) and the latter as supervised learning. In
supervised classification, it is a prerequisite condition to know how many classes are set to
format the given data. On the other hand, in unsupervised classification, data are arranged based
on some conditions (or similarities) to form an unknown number of classes. In other words, in
unsupervised classification, no information about class is ever given whereas in supervised
approach, class information is given beforehand. A survey of supervised learning algorithms is
reported in Kotsiantis (2007).

Various techniques have been applied for classification such as k-means clustering
(MacQueen, 1967; Hartigan and Wong, 1979), neural network based classification (Zhang,
2000), evolutionary classification (Gary et al., 2007) and so on. A lot of work has been reported
in various forms of classification literature at different platforms round the world and it is almost
impossible to confine it to a single paper. In the real world, there are different kind of problems
domain, so no single unified classification technique prevails for solving these problems. A
classification technique appropriate for a kind of problem domain may not perform well for
another domain. Therefore it is important to know which classifier should be used for the given
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problem domain and what are the factors required in the selection of the classifier. This paper
covers a few classification schemes and their state of art in recent context.

ANALYSIS OF CLASSIFICATION METHODS
There are a large number of methods designed to perform classification in various domains.

The methods differ much in their background. Some are developed in the context of neural
networks, others in genetic algorithms, heuristic search, case based reasoning and statistics.
Sometimes, this difference in background has resulted in real differences in the methods. In other
cases, apparent differences are merely a matter of notation and the basic calculations are the
same or very similar. Also some methods are tailored specifically for a certain type of domain,
while others are more generally applicable. Here some of the principal approaches and their main
differences are looked into. A good overview of the different methods can be seen in Langley
(1996).

Case Based Methods
Case-Based Classification (CBC) is a method, which classifies an unlabeled case by

retrieving closely matching labeled cases and reusing their labels. One of the simplest ideas is
just to store all encountered samples and their class labels in a dictionary. This is the basis for
case based learning. This dictionary can then be used to classify atleast samples identical to the
stored ones. The new samples, which are not in the dictionary, will be classified in the same class
as the most similar stored sample. This gives a nearest neighbor classifier (Cover and Hart, 1967).
Note that this approach often requires very little work during training, since the samples are
stored as they are for later use. The main work is instead in the retrieval phase, when the most
similar of the stored samples has to be found. Decision about similarity between two patterns
requires a metric on the sample space. If the patterns consist of binary attributes, the Hamming
distance i.e. the number of differing bits, is typically used whereas for a continuous space, the
Euclidean distance is the natural choice. However, often different input attributes are not
measured in comparable units nor have different relevance for the classification. In such cases
one possibility is to weight the differences along the different axis in some way before they are
combined into a total distance. To deal with inputs in different units, the weights can be selected
to achieve the same variance along all axis, whereas different relevance can be dealt with by
using weights proportional to the information gain each attribute gives about the classes. There
are some further variations of these methods worth mentioning here, since they relate to other
methods below. Instead of looking at only one neighbour, it is possible to select the most
common class among some number k of most similar samples, k-nearest neighbors (Cover and
Hart, 1967). If there are a very large number of samples with small differences, one can combine
several samples from the same class into prototypes and store these instead (generalized nearest
neighbor) (Hart, 1968). This may, sometimes, limit the effect of “over fitting” to the training data.
If there is a large number of dimensions which are strongly correlated, it might be advantageous
to project the pattern into a lower dimensional space, for example, by making a principal
component analysis and use only the most significant components for the classification (Jolifie,
1986). These classes of methods are all based on the idea that similar patterns belong to the same
class, where “similar” means “close” in typically a Euclidean or weighted Euclidean space.

In a recent study, Fulong et al. (2007) investigated a Case-Based Reasoning (CBR) method
for the classification of multi-temporal Synthetic Aperture Radar (SAR) images with the aid of
ancillary information. The scheme for the problem of multi-temporal SAR images classification
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comprises four main steps, including SAR image processing, construction of case library, case-
based classification and post- classification processing. The results of experiments indicate that
the CBR method is very promising for the classification of multi-temporal SAR images, where
the overall classification accuracy can reach up to 80%.

Logical Inference
There is a large group of methods popular within artificial intelligence, which represents

“knowledge” as relations between logical variables. Binary input attributes are treated directly
while numerical attributes are coded with suitable predicates. For example, a variable might be
set to “true” if a real valued input attribute falls within some interval. This is the most common
representation within many expert systems. Rather than training it from examples, the expert
system is usually set up by consulting human domain experts about what rules to use i.e. the
experts try to explain how they reason about the domain, and this is formalized into a set of rules
(Shortliffe, 1976; Duda et al., 1979; Davis and Lenat, 1982). Sometimes the system is also partly
trained from examples, perhaps in assessing the significance of the extracted rules (Michalski
and Chilausky, 1980).

There are also ways to learn logical representations via rule induction. One approach is to
represent class descriptions as logical conjunctions i.e. expressions that are true if all of a set of
conditions on the input attributes are fulfilled (Bruner et al., 1956; Mitchell, 1977). To learn such
a representation that distinguishes a certain class, one can start with either a very general or a
very specific expression. Conditions are then added to or removed from the expression as new
samples arrive, to gradually improve its discriminatory power. A good recent review of inductive
learning methods for classification can be seen in Alippi and Braione (2006).

A logical conjunction can only separate a class, which is confined in a corner of the input
space hypercube or a corner in some subspace of it. If some class can have two or more distinctly
different appearances, something else must be used. One possibility is to use a decision list, an
ordered list of conjunctions (Rivest, 1987). Each conjunction has an associated class, and the
first conjunction in the list that matches, determines the decision. Since several of the
conjunctions can be associated with the same class, such a list may represent an arbitrary set of
corners in the input hypercube. A decision list can be trained by successively finding regions in
the hypercube containing samples from a single class, and express each such region as one
conjunction in the list.

An alternative representation is a decision tree (Quinlan, 1983). Each node in the tree tests
one predicate, and depending on the result the appropriate sub tree is selected. When all samples
in some branch belong to the same class, this is made a leaf. This gives a recursive partitioning
of the sample space. Selecting the most informative predicate first, to test it in the root of the tree,
typically does training the decision tree. Then the sub trees are constructed in the same way, by
finding the most informative predicate given the attributes in the tree so far. There are also
methods for pruning a decision tree i.e. to truncate branches in which almost all samples belong
to the same class, to increase generalization (Breiman et al., 1984; Quinlan, 1986).

In all the above methods, based on logical expressions, each predicate normally depends on
only one input attribute. It is possible to use more complex predicates, which depend on more
than one attribute, but this also complicates the representation and learning of them (Breiman et
al., 1984). Also note that using logical functions to combine predicates over individual input
attributes will make all decision surfaces axis parallel.
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Seong et al. (2008) applies motivation to touch system with lower costs or computation to
robots without design modifications. The proposed touch recognition system uses hardware that
is simply composed of charge-transfer touch sensor arrays, an accelerometer and a temporal
decision tree classifier intended for online recognition and computational time reduction. The
empirical experiments performed by 12 people shows the applicability of the system. The results
showed an average recognition rate of 83% with respect to the 4 touch patterns of hit, beat, rub
and push.

Statistical Methods
Logical classification rules may be appropriate in deterministic domains, where each input

pattern can belong to only one class. If several classes can have the same feature vector, the best
one can do is to calculate the probability of the different classes, and select the most probable
one. This is optimal if the penalty for misclassification is equal for all classes. Otherwise this
penalty has to be taken into account as well.

A common goal of the statistical methods is to use the training samples to estimate the
probability distribution over the domain, and then use this distribution to calculate the
probabilities of the classes given a specific input pattern.

When estimating (continuous) probability distributions from data, there is a distinction
between parametric and non-parametric models. In the former case, the form of the distribution
is known (e.g. a Gaussian distribution) and only a relatively small number of parameters of this
distribution have to be estimated (e.g. mean and variance). In the latter case there are no (or very
few) restrictions on the form of the distribution which, of course, make the number of parameters
to estimate very large.

An example of a non-parametric method is the Parzen Estimator (Parzen, 1962). The idea is
to have one kernel density function for each training sample, and add them together. Typically
the kernel function may be a multivariate Gaussian, with its center at the sample point. There is
also a smoothing factor λ which corresponds to the variance in the case of Gaussians. When
classifying a new sample, the response from each kernel function is calculated and normalized
with the other kernels. The responses from kernels corresponding to samples from the same class
are added together, and interpreted as the probability of that class. Note that if the variances of
the functions are small enough relative to the distance between training samples, the
classification result will be dominated by the training sample closest to the kernel center, and the
behavior in effect that of a nearest neighbour classifier. For larger variances the behavior will be
analogous to that of a k-nearest neighbor classifier, where k roughly corresponds to the average
number of training samples to which each kernel function responds.

Middle grounds between parametric and non-parametric models are semi-parametric
models. They contain some model assumptions to make the problem tractable, but are general
enough to include a large number of different distributions. The main example here is perhaps a
mixture model where the regarded distribution consists of a finite (weighted) sum of some
parametric distributions (McLachlan and Basford, 1988). There are different ways to fit the
parameters of the sub-distributions (and their weights in the sum) to a set of data. One common
method is the Expectation Maximization algorithm (Dempster et al., 1977). This is an iterative
method which alternately estimates the probability of each training sample coming from each
sub-distribution, and the parameters for each sub-distribution from the samples given these
probabilities.



© Apeejay Journal of Management and Technology
January 20010 ,Vol.5 ,No:1

These statistical methods work best when the sample space is of relatively small
dimensionality and homogeneous i.e. when all dimensions are measured in the same units and
are of comparable relevance for the classification. However, there is a radically different
approach which considers the feature vector as consisting of several different input attributes,
each bearing different information about the classes. The typical example is a large number of
binary or discrete attributes. Since the number of parameters grows exponentially with the
number of dimensions, it is not only intractable to try to estimate them all, but also highly
undetermined given the usually limited set of training data available. Therefore it is necessary to
rely on some structure of the probability distribution that makes it possible to express it in a more
compact way.

The assumption underlying the Naive Bayesian classifier is that all input attributes are
independent (Good, 1950). Then the probability distribution over the domain can be written as a
product of the marginal distributions over the attributes. These marginal distributions have much
fewer parameters and are thus much easier to estimate from the training data. The independence
assumption amounts to assuming that each input attribute gives some evidence for or against
each class, which can be considered separately from the evidence contributed by the other
attributes.

Another approach is to use a Bayesian Belief Network (Pearl, 1988), a graphical
representation of how different attributes of the domain are causally connected. The assumption
is that each attribute depends only on its direct neighbors in a directed acyclic graph. To
calculate the probability of an attribute given some neighboring attributes, it is sufficient to know
the joint probability distribution over the attribute and the neighbors. By propagating
probabilities in the network, the probability of any attribute in it can be calculated given any
other attributes. The joint distributions which have to be estimated are thus of no higher order
than the degree of the graph plus one.

Chow and Liu (1968) built a dependency graph of the attributes, but constrain it to be a
pure tree i.e. with no cycles at all. By using the fact that the probability distribution over the
whole tree can be expressed in the joint probabilities of neighbors in the tree, they can calculate
the conditional probabilities of different classes. This method and the Bayesian belief networks
are examples of probabilistic graphical models, which use graphs to model the dependencies in
the domain. The difference between Bayesian belief networks and this tree dependency method,
is that in the former all probabilities are propagated in the graph until the class nodes are reached
whereas in the latter the classes are not included in the tree themselves, but the tree is used as a
tool to calculate the joint probability of classes and features. Vander-walt and Barnard (2007)
concluded with the help of examples that kNN classifiers are best employed in cases where the
“natural” metric is fairly constant throughout feature space, and that the optimal value for k
depends on the effective output noise rather than the input noise which produces a different form
of class overlap. Further model-based classifiers are found to be a viable alternative to
discriminative classifiers when the amount of training data is severely limited, and the parametric
form of the assumed model is a sufficiently good fit for the actual data distribution. More
generally, our results show how certain properties of the data (e.g. spatial variability of the
natural metric) can influence even non-parametric classifiers in much the same way that the
parametric fit can influence the performance of parametric classifiers. However, it remains an
intriguing challenge to fully describe these relationships between data characteristics and
classifier behavior, and to develop algorithms that automatically select classifiers and parameters
appropriate for a given set or subset of data.
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Artificial Neural Networks
The main idea behind an artificial neural network is to use several simple computational

units connected by weighted links through which activation values are transmitted. The units
normally have a very simple way to calculate new activation values given the values received
through the connections, for example summing their inputs and feeding it through a monotonous
transfer function. To use a neural network in a classification task, the pattern to classify is
typically fed into the network as activation of a set of input units. This activation is then spread
through the network via the connections, finally resulting in activation of the output units which
is then interpreted as the classification result. Training of the network consists in showing the
patterns of the training set to the network, and letting it adjust its connection weights to obtain
the correct output.

There are a large number of different neural network architectures, some of them having
nothing more than the conceptual background in common. Although the idea seems very
different from the other methods above, we shall see that several neural network methods are
related to these other methods.

One of the most popular neural network architectures used for classification is the multi-
layer perceptron. The units are organized into different layers and the network is said to be feed-
forward because the activation values propagate in one direction only, from the units in the input
layer, through a number of hidden layers, to end up in the output layer. The multi-layer
perceptron is usually trained with the Error Back-Propagation method (Rumelhart et al., 1986).
Initially the weights in the network are set randomly. The training samples are fed one at a time
into the input layer and the activity (net value accumulated at each intermediate node or hidden
node) is propagated through the network to the output layer. The output of the network is then
compared to the desired output i.e. the correct class of the sample and the difference gives rise to
an error signal which is fed backwards through the network, causing the weights to be updated in
a way which will decrease the error the next time the same pattern is presented. By going
through the training set in this way several times, the weights are gradually adjusted to minimize
the output error.

Worth mentioning is also the one-layer perceptron, simple perceptron which preceded the
multi-layer perceptron (Rosenblatt, 1958). The original perceptron actually had what could be
considered as a hidden layer of randomly selected “higher order units ”. According to Widrow
and Hoff (1960), a one-layer perceptron is perhaps more similar in structure to the Adaline. The
single layer of weights between input and output units is trained, just as in the multi-layer case,
with a gradient descent method which adjusts the weights a small step in the direction which will
make the classification of the current pattern more correct. The reason to mention this network is
mainly because of its limitations. Minsky and Papert (1969) pointed out what could and could
not be done with this simple type of architecture. Since each output unit can only perform a
vector multiplication of the input vector with its weight vector and feed this through a
monotonous transfer function, the decision boundary between any pair of output units will
always be a linear hyper plane in the input space. This means that it can only solve classification
tasks where the classes are linearly separable. Minsky and Papert (1969) gave several examples
of interesting tasks which have more complex decision boundaries, and thus can not be solved
with this simple architecture regardless of what method is used to set the weights. These
limitations can be overcome for instance by using one or more hidden layers in the network.

The idea with the above neural networks is very different from the previously mentioned
classification methods. Rather than trying to calculate a probability or similarity or truth value
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directly, they use more of an error correcting strategy i.e. start with random weights and adjust
them to make the results better. Still, under certain conditions the output activities of a multi-
layer perceptron, trained with error back-propagation, can be shown to approach the conditional
probabilities of the corresponding classes (Richard and Lippmann, 1991). This relates these
neural networks to the statistical methods. All above networks use supervised training methods,
where the correct class label has to be given when updating the weights. There is another kind of
training called reinforcement learning, in which only a global signal indicating if the answer was
wrong or right is given (Barto et al., 1983). This is sometimes useful when it is possible to know
if a whole sequence of moves was good or bad and not exactly what should have been done in
each move e.g. learning to play a game (Michie, 1961). To continue with some different
architecture, there is also a large group of Radial Basis Function (RBF) neural networks
(Broomhead and Lowe, 1988; Moody and Darken, 1989). Whereas the units in the hidden layer
of the multi-layer perceptron each responds for inputs on one side of a hyper plane in the input
space, a unit in an RBF network responds in a radially symmetric region of the input space. In
one version there are equally many hidden units as training samples (Poggio and Girosi, 1990),
each with the center of their radially symmetric function (typically a Gaussian function) in one of
the training samples. Although not usually considered as RBF networks, related groups are the
competitive neural networks like self-organizing maps (Kohonen, 1982 & 1989) and learning
vector quantization (Kohonen, 1990). Here the units correspond to prototype patterns; codebook
vectors, and responds in relation to how close a stimulated pattern is. They are usually of the
winner-take-all type i.e. only the most active unit wins and suppresses all other units. This is
similar to the principles used in generalized nearest neighbor methods.

The competitive neural networks are usually trained by moving the codebook vectors
closer to the patterns they respond to, using some scheme (Linde et al., 1980; Kohonen, 1989 &
1990). Interesting is also the competitive selective learning which includes a way to remove
codebook vectors from regions where they are too dense and add them in regions where they are
too sparse (Ce and Lai-Man, 1998).

The radial basis function concept can also be used to introduce mixture models into neural
networks (Nowlan, 1991; Traven, 1993). Each hidden unit in the network corresponds to one
component distribution in the mixture. The parameters of the component distributions can be
trained using the expectation maximization method, and the weights to the output units are set as
the proportions of each class that each hidden unit responds to. The expectation maximization
algorithm is not entirely different in its function from the methods to train competitive networks.
Both the codebook vectors and the radial basis function centers are moved closer to the patterns
they respond strongest to. To some degree these methods thus exhibit similar behavior and have
similar shortcomings. Note that the units in the hidden layer of an RBF type neural network can
often be trained in an unsupervised way i.e. neither detailed class labels nor global fault signals
are given, but only the input parts of the patterns. This is advantageous in some domains where
there are large amounts of unlabeled data, and only a few samples have class labels. There is
another type of neural network, not primarily associated with classification. This is the class of
recurrent neural networks i.e. with feedback connections used to feed the outputs of units in one
layer back into the units of the same or a previous layer. Rather than sending the pattern through
the network from the input units to the output units, the signals cycle around in the network until
the activity stabilizes. One example of this is the Hopfield network (Hopfield, 1982). An
important concept for Hopfield network is the energy function, a scalar function from the activity
state of the network. During the recall phase of the Hopfield network the activity pattern strives
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to attain as low energy as possible, causing it to find local minima in the energy landscape,
corresponding to stable patterns of activity. It is possible to prove that the network will always
arrive at a stable state if the weight matrix is symmetric, since every activity change in the
network will decrease the energy by a certain amount and there is a minimum possible energy.
The problem of getting stuck in a local minimum, when searching for the global minimum, can
be a severe obstacle for hill climbing methods in general. In a neural network context it will
typically come in either during training of the weights with some gradient descent method like
error back-propagation, or during relaxation of the activities in a recurrent neural network. One
way to solve this is to use Simulated Annealing (Kirkpatrick et al., 1983) which is a method to
add a stochastic component to the hill climbing which introduces a small probability of locally
going in the “wrong direction”. The temperature regulates the amount of randomness introduced.
A high temperature means a high probability of escaping from a local minimum. If the
temperature is initially set to a high value, and then decreased slowly enough, the probability that
the procedure will end up in the global minimum can be made arbitrarily close to one.
Unfortunately, dependent on the task at hand, “ slowly enough ” may mean that it will take
exceedingly long time. A recurrent neural network which can be used for classification tasks is
the Boltzmann machine (Ackley et al., 1985). It uses the concepts of energy function and
simulated annealing to represent the probability distribution over the domain. This is done by
representing the probability distribution in the energy function, and using a dynamics which
makes the probability of a pattern of activity proportional to the represented probability of that
pattern. This type of network will eventually learn the correct probability distribution over the
domain, but both training and recall may require prohibitively long time. The Bayesian Neural
Network (Lansner and Ekeberg, 1987; Kononenko, 1989) is a network model in which the
activities of units represent probabilities. The idea is to make the activities of the output units
equal to the probabilities of the corresponding classes given the attributes represented by the
stimulated input units. In its single-layer form it is related to the naïve Bayesian classifier; the
key assumption is that different input attributes are independent. The multi-layer version has a
hidden layer, which compensates for dependencies between the input attributes. The kinds of
problems handled by this neural network are the same as those, which can be handled by the
Bayesian belief networks or the dependency, tree method by Chow and Liu (1968). In a latest
study by Maciej et al. (2008), the effect of class imbalance in training data on the performance
was evaluated for neural network-based classifiers and the two-class classification problem. The
confounding effects of other factors such as training sample size, number of features and
correlation between features were also considered. An extensive experimental study was
performed based on simulated dataset and the conclusions were further validated with clinical
data for breast cancer diagnosis.

The general conclusions drawn from this study can be written as follows. First, increasing
class imbalance in the training dataset generally has a progressively detrimental effect on the
classifier’s test performance. This is true for small and moderate size training datasets that
contain either uncorrelated or correlated features. In the majority of the analyzed scenarios back
propagation provided better results as Particle Swarm Optimization (PSO) training was more
susceptible to factors such as class imbalance, small training sample size and large number of
features. Again, this finding was true for both correlated and uncorrelated features.

Although under sampling was typically an inferior choice to compensate for class
imbalance, there is no clear winner between excess (over) sampling and no compensation. The
classifier designer should take into account factors such as class distribution, class prevalence,
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number of features and available training sample size when choosing a compensation strategy for
training sets with class imbalances.

Evolutionary Methods
Evolutionary computing defines a number of methods designed to simulate evolution.

These methods are all population based and rely on combination of random variations and
selection to solve problems. Several different approaches exist within the field, including the
Evolutionary Algorithms (EAs), Evolutionary Strategies, Evolutionary Programming, Genetic
Programming (GP) and Genetic Algorithms (GAs) (Back et al., 1999).

Evolutionary computing simulates the Darwinian principle of natural selection. The main
concept of natural selection is that the fittest individuals in a population survive and the weakest
individuals perish. Darwinian evolution uses the principles of competition, inheritance, and
variation within a population. These concepts are used to define a class of iterative improvement
metaheuristic search methods. Evolutionary algorithms are based on heuristic search techniques
within the broadly defined domain of artificial intelligence which uses the biological evolution
methodology. Most human activities can be defined as a form of complex problem solving. Thus,
problem solving by a computer program is considered to be an instance of artificial intelligence,
where the task consists of managing information and searching for solutions (Shapiro, 1990).
Given a representation of a problem and a description of an ideal solution, the goal of search is to
find a solution equal to or close to the ideal solution. In many cases, decision making and
problem solving are formulated as optimization problems. The role of the search method is to
find the best solution among possible alternatives, optimizing for solution quality.

These methods use a population of solutions and genetic operators to carry out search.
Specifically, the evolutionary algorithm employs the following items:

 A population of candidate solutions called individuals
 A fitness function that evaluates and assigns each individual a score, or fitness value
 Transformation operators that produce offspring individuals from parent individuals,

implementing the concept of inheritance through stochastic variation
 A stochastic selection method for selecting individuals with better fitness to produce

offspring

Genetic programming (Koza, 1992) is a metaheuristic search method that uses a population
of variable-length computer programs and a search strategy based on biological evolution. The
genetic algorithm is originally described by Holland (1975) then called adaptive and
reproductive plans. The emphasis of GA is usually on recombination, with mutation treated as
background operator.

Particle Swarm Optimization (PSO) is a relatively recent strategy for the optimization of
functions that might be difficult to solve by means of other more established techniques.

Conceptually similarities are to be found in the fields of genetic algorithms as well as
artificial life (Van-Den and Engelbricht, 2001). The original particle swarm optimizer,
introduced by Eberhart and Kennedy (1995) consists of a population of particles, each of which
is represented by a position in the search space where the optimal value of an objective function
is to be found. The value of the function at a specific point is known as its fitness. The optimal
value of the function will therefore be the position with the best fitness. A typical function used
to illustrate the usefulness of this approach, may have many sub-optimal solutions. In the PSO,
particle positions are updated by using a particle’s best position found so far by the entire swarm,
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to guide the search for a new position. The stochastic nature of the algorithm will, however, also
facilitate exploration of hitherto undiscovered regions in the search space, resulting in a fast and
effective technique to find a single global optimum. The original particle swarm optimizer has
specifically been designed to avoid convergence on sub-optimal solutions. In some problems,
however, the objective is to find all possible solutions in the search space. Some recent literature
on classification by some of the evolutionary computing algorithms can be seen in Marchiori et
al. (2008).

Hybrid Approaches
There are of course several variations of the above methods not mentioned here. It is also

possible to make hybrids between various methods, which will not be taken up in detail here.
However, there are some general tools which can be used in connection with several different
methods, and deserve mentioning.

One such tool is fuzzy logic (Zadeh, 1965) which is a generalization of truth values, and
which can be used in logical inference methods to handle concepts with “ fuzzy ” boundaries.
Fuzzy techniques can also be incorporated in various neural network models (Kosko, 1993).

Another approach not mentioned above is genetic algorithms (Holland, 1975). Some
different parameter settings of a classifier are initially selected randomly. These are then
evaluated and the most successful ones are adjusted or mixed in different ways to give a new set
of possible parameter settings. This is repeated until a sufficiently good classifier is found.
Although it sounds simple, this kind of method also requires some assumptions about the domain
to be specified. Some representation of the classifier parameter has to be selected which makes
good solutions in some sense “ close ” to each other. A small mutation of a reasonably good
classifier should also be likely to be a good classifier.

Overfitting is a general problem in many classification methods which will give impaired
generalization. One method to avoid this is to use cross-validation (Stone, 1974) which finds out
when to stop training a neural network.

It is also possible to use Bayesian methods to estimate the free parameters in a way that
limits over-fitting. This builds on assuming a prior distribution for the parameter values, which
prevents them from adjusting too well to the specific training data by penalizing too specialized
parameter settings. This can be applied to error back-propagation when training multi-layer
perceptrons (MacKay, 1992).

Various classification methods are based on different assumptions about the type of space
and the regularities in it. One common assumption in many of the mentioned methods is that
nearby patterns in the sample space belong to the same class. This is typical for methods
designed mainly for continuous domains of relatively low dimension. For binary (or discrete)
domains with a deterministic classification it may be more natural to assume that the class
assignment function can be described by an expression on some restricted form. This is the
natural assumption for methods based on logical inference. In domains where the input attributes
are of very different origin and significance, it may be more appropriate to use a more advanced
statistical model, or a neural network. An important question is how to represent the patterns for
classification. In many cases this can have an impact in itself on the classification performance
(Simon, 1986; Thornton, 1993). For example, in different representations different patterns are
naturally close to each other. In an interesting study by Fauzi et al. (2007), the focus was directed
to the classification or clustering techniques which can be applied in the bioinformatics fields
based on the Sugeno type neuro fuzzy model or Adaptive Neuro Fuzzy Inference System
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(ANFIS). It is very important to identify new integration of classification or clustering algorithm
especially in neuro fuzzy domain as compared to conventional or traditional method. A package
of software based on neuro fuzzy model (ANFIS) has been developed using Matrix Laboratory
(MATLAB) software and optimizations were done with the help from Waikato Environment for
Knowledge Analysis (WEKA). A set diabetes data based on real diagnosis of patient was used.
Few unsupervised approaches based classification for dimensionality reduction by are available
in Saxena (2006, 2007, 2008).

CONCLUSIONS
As mentioned in the beginning that this paper is a part of extract of literature on

classification. This study provides an analytical approach on classification, overview on
classification, the factors which affect in the selection of a classifier and an analysis of
classification methods. Classification has become an important component in a vast number of
applications related to engineering, social science, medical science and information technology
and countless papers have been published in multi-disciplinary context. It is almost impossible to
cover all published work in a single paper. This paper is an effort to highlight some of the
pioneer work in the field of soft-computing and accordingly have included a little but significant
contributions from various researchers. It is expected from the researchers that they will extend
various issues reported in this paper and will advance the work in some of the classification areas.
Also, they will improve this study towards the methods which we have not covered in this paper.
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